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Abstract—Accurate models for hard disk drive performance 

are needed to ensure that computer systems, both large and 
small, can meet performance requirements for their intended 
application. There are few tools available for predicting disk 
drive performance when one only has access to the published 
drive specifications, which is often the case when there is a need 
to select a drive from multiple candidates. There are several 
existing models for predicting hard disk performance, but they 
either require a large number of often inaccessible parameters, 
or they do not provide sufficient accuracy. In this work, we 
present a hard drive performance model that requires only 23 
input parameters and, on average, deviates from benchmarks less 
than 3.5% for random workloads, 9% for sequential workloads, 
and 9% for mixed workloads across multiple drive products. The 
proposed model’s accuracy and ease-of-use can facilitate rapid 
and efficient decision making for information technology 
professionals. 
 

Index Terms—storage, performance, hard disk, information 
technology, computers, cloud, datacenter 
 

I. INTRODUCTION 
HE AMOUNT of data created and consumed by people 
across the globe is increasing every day [1]. The increased 

data consumption requires increasing amounts of storage, and 
the desire for mobility is driving a large portion of this storage 
growth to the cloud. 

Providers of cloud storage face the challenge of creating 
and operating datacenters as efficiently as possible. This 
balancing requires a detailed understanding of the 
performance of a given hardware configuration under the 
target workload. For example, when configuring a server for a 
datacenter, one must determine the number of disk drives 
attached to that server. Selecting the minimum number of 
drives required to achieve a target throughput is difficult 
without an accurate estimate of the drive’s performance under 
the workload experienced in the datacenter.  
 Accurate estimates of hardware performance are difficult to 
obtain without costly benchmarking or time-consuming 
simulation. There are many existing disk drive simulators, 
e.g., DiskSim [2]. DiskSim could be quite accurate, but 
requires hundreds of parameters to model a particular drive. 
This is not practical if an information technology professional 
needs to compare drives based on parameters available in the 
drive data sheets. DiskSim is also event-driven, which requires 
computationally expensive workload simulations to produce a 
 

 

throughput estimate.  
 The problem of obtaining the large number of parameters 
required by DiskSim was addressed by a tool that extracts 
them using SCSI commands [3]. This tool does not extract the 
required parameters from SATA drives as the parameter 
extraction implementation is specific to the SCSI interface. 
Extension of this tool to SATA devices could significantly 
improve the utility of high-fidelity disk simulators, such as 
DiskSim.  On the other hand, knowing that many parameters 
for a specific drive nearly implies having a finished product.  
In this case, direct performance testing of the drive is always 
preferable to such complicated modeling. 
 There are many works on hard drive performance modeling 
in the literature. An event-based disk drive performance model 
is proposed in [4]. This model requires less than twenty 
parameters, but some critical parameters, such as the seek time 
profile, are difficult to obtain without benchmarking the drive. 
Another event-based model for a specific drive is proposed in 
[5] and shown to be very accurate. However, the event-based 
nature of these models makes performance estimates 
computationally expensive, which makes rapid datacenter 
design optimization difficult.  

An analytical model addressing the need for a 
computationally efficient disk drive performance model is 
proposed in [6]. Like the model proposed in [4], this model is 
based on less than twenty parameters. However, the results in 
[6] show performance prediction errors in excess of 20% when 
request reordering is performed with native command 
queuing. The ubiquity of native command queuing in today’s 
disk drives and the need for precise performance estimates in 
datacenter applications motivates the creation of a model that 
can accurately predict throughput with a range of queue 
depths.  

The purpose of this work is to fill the need for a highly 
accurate, computationally efficient disk drive throughput 
model that requires a small set of readily available parameters, 
allowing the user to incorporate the model into larger models 
or optimization routines. The results show that high-level 
performance modeling of hard disk drives is possible and 
reasonably accurate. The novel contributions of this work are: 

x A hard disk throughput model with an average error of 
less than 3.5% across transfer sizes of 1kB to 1MB and 
queue depths of 1 to 32 verified on four different drives. 

x A hard disk performance model that is based on 23 
parameters, none of which require drive benchmarking to 
obtain. 

x A seek time profile that is computed from maximum and 
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minimum seek times instead of a parameterized function 
supplied by the user. 

x Monte Carlo simulation of native command queuing that 
does not require a workload trace as input. 

The remainder of this document is organized as follows: 
Section II describes the model in detail, Section III shows the 
results of model validation, and Section IV gives our 
conclusions. 

II. MODEL DESCRIPTION 
The proposed hard disk model computes the throughput of a 

hard drive in terms of input/output operations per second 
(IOPS) and in megabytes per second. This section describes 
how the model computes performance under different 
workloads and how the physical drive characteristics affect 
performance. 

The model is capable of computing performance for 
workloads that are mixtures of read and write operations, 
sequential and random operations, and operations with 
different transfer sizes. A sequential operation is defined as 
one whose starting address immediately follows the last 
address in the previous request. In contrast, a random request 
is one whose starting address is drawn uniformly at random 
from the set of all addresses. The transfer size of an operation 
is the amount of data read or written during that operation. 
 The model computes throughput by calculating the time 
required to service a single request. This service time is the 
time elapsed while the bus and drive are servicing the 
command. When a command is sent from the host to the drive, 
it first travels over a bus that connects the drive to the host. 
Let 𝑡𝑏𝑢𝑠 be the overhead time associated with sending and 
receiving over the bus. The command is then processed by the 
drive’s controller and the head will seek to the location of that 
command on the disk. Once the head is in place, the desired 
sector must rotate to the head. The time required to seek is 
called the seek time and the time required for the sector to 
rotate to the head is called the rotational latency. Let the sum 
of the seek time and the rotational latency be the positioning 
time 𝑡𝑝𝑜𝑠.  

When the desired sector reaches the head, the head must 
read or write the media, and this time is dominated by the 
number of bits that pass under the head per unit time. Let the 
time required for the read or write be the transfer time 𝑡𝑡𝑥. The 
data on a disk is organized in concentric tracks, and time is 
required to move from one track to the next when an operation 
crosses a track boundary. Furthermore, hard disks often 
contain multiple platters, and time is also required to switch 
recording heads when the operation spans multiple platters. 
Let 𝑡𝑠𝑘𝑒𝑤 be the skew time, the time required to move the head 
to an adjacent track, and let 𝑡ℎ𝑠 be the time required for a head 
switch. Once the operation is completed, the drive sends a 
message back to the host over the bus. We will treat the total 
service time as the sum of the component operation times: 

 
𝑡𝑠 = 𝑡𝑝𝑜𝑠 + 𝑡𝑡𝑥 + 𝑡𝑏𝑢𝑠 + 𝑡𝑠𝑘𝑒𝑤 + 𝑡ℎ𝑠 (1)  

 
The service time equation in (1) assumes that the workload 

consists of purely random or sequential operations and that the 

operations are all either reads or writes. The components in the 
sum depend on the type of workload, and the modeled 
performance in arbitrary workloads is computed by assigning 
probabilities to the types of operations in the workload and 
computing the expected service time.  

The service time model in (1) depends on several 
parameters. Figure 1 illustrates these parameters and how they 
are organized by functional category. The remainder of this 
section describes the model for each of these component 
service times and how one can compute the expected service 
time for an arbitrary workload. 

 

 
Figure 1 – Diagram of model parameters. 

A. Positioning Time 
The positioning time is the sum of the seek time and the 

rotational latency. The seek time is only nonzero for random 
workloads because, by definition, the head is already in place 
to read or write the next sector in a sequential workload. The 
parameters pertinent to sequential workloads spanning 
multiple tracks or cylinders are discussed in Section II.D. 
 Many modern hard drives employ native command queuing 
(NCQ) to improve throughput by reducing the expected seek 
time. The command queue stores a system-specified number 
of commands and the drive services the command in the queue 
with the shortest positioning time. The model computes the 
average positioning time by Monte Carlo simulation of the 
commands in the queue. 
 Many modern disk drives also include a write caching 
feature. This feature allows commands to be initially written 
to the drive’s volatile memory to reduce the latency observed 
by the host. The data written temporarily to write cache is 
written to disk at a later time. When the write cache becomes 
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full, the commands in the cache are typically executed using 
the shortest positioning time first algorithm in the same 
manner as queued commands. Thus, the NCQ model also 
applies to the situation where write cache is enabled and full 
of requests. The number of cached requests that the queuing 
algorithm can sort is a model parameter. 
 Each command entering the queue is assigned a radial 
position corresponding to a randomly chosen logical block 
address (LBA) and an angular position on the platter, which is 
drawn from the uniform distribution on the interval [0, 2𝜋]. 
The seek time between two requests is computed using a 
function that maps seek distance to seek time. This is a 
nonlinear function that is determined by the head actuator 
design and the control algorithm used for positioning. This 
function is typically not available in a drive’s data sheet and is 
not directly measurable. The time required for a seek of 
distance 𝑑 is given by 
  

𝑡𝑠 = 𝑔𝑠(𝑑; 𝑡𝑠,𝑚𝑖𝑛, 𝑡𝑠,𝑚𝑎𝑥) 
 

(2)  

where 𝑡𝑠,𝑚𝑖𝑛 is the minimum seek time, 𝑡𝑠,𝑚𝑎𝑥  is the maximum 
seek time, and 𝑔𝑠 is a function parameterized by the minimum 
and maximum seek times. The seek time profile is different 
for read and write operations because seek movements 
between write operations typically require slightly more time 
than seek movements between read operations. Examples of 
models for the seek time profile are given in [2, p. 80]. 
 The queuing system is a Markov process, where the state of 
the system is represented by the vector of requests in the 
queue. The average positioning time is given by the expected 
sum of the seek time and rotational latency in the steady state.  
The model estimates the steady-state positioning time by 
performing a Monte Carlo simulation of the queuing process. 
The model first draws 𝑛𝑡 random requests and simulates the 
queuing system for each request. A proper choice of 𝑛𝑡 will 
allow the queuing model to reach steady state. The model then 
draws 𝑛𝑠 random requests and simulates queuing for each 
simulated request. The computed positioning time for this 
drive and configuration is 

𝑡𝑝𝑜𝑠 = 1
𝑛𝑠

∑ 𝑡𝑖
′

𝑛𝑠+ 𝑛𝑡

𝑖=𝑛𝑡

 

where 𝑡𝑖
′ is the positioning time resulting from the selection of 

the shortest positioning time in the queue. 

B. Transfer Time 
The transfer time is the time required to transfer one sector 

of data to or from the media. This time is determined by the 
number of usable bits that pass beneath the head per unit time. 
Let 𝜌𝑏 be the linear density of data on the platter, which is the 
maximum number of kilobytes per inch along a track. Disk 
platters are typically divided into bands called zones, where 
the number of bits per track is constant within each zone. 
Dividing the disk into zones allows the manufacturer to 
efficiently utilize the recording area without the controller 
complexity needed to manage a very large number of track 
densities. The configuration of the zones on a hard disk is 
often unavailable, so our model does not depend on the layout 
of the zones on the platter. Our model assumes that the zones 

are arbitrarily small, so the transfer time depends only on the 
head’s radial position and the linear density, which is assumed 
to be constant. This approximation is reasonable because the 
number of zones is typically large.  

Not all bits on the media are visible to the user. Some bits 
are used for error correction codes and others may be kept as 
spares. The fraction of total bits that are available to the user is 
the format efficiency. The number of usable bits per inch is 
given by the product of the format efficiency and the number 
of bits per inch. 

The time required to transfer a sector of data to or from the 
media also depends on the speed at which the platter rotates. 
This number is typically available on a drive’s datasheet in the 
form of revolutions per minute. The platter rotation speed and 
number of usable bits per linear inch determine the media 
transfer time. 

C. Bus Transfer Time 
The bus connecting the drive to the host machine, which, as 

of this writing is typically SAS or SATA, introduces 
additional delays affecting the service time of a disk request. 
Both bus protocols require a handshake followed by the actual 
data transfer. The model accounts for this handshake by 
adding a fixed delay 𝑡𝑏𝑢𝑠 to the service time of a drive request. 

D. Additional Delays for Long Sequential Transfers 
Long sequential transfers incur delays due to the head 

needing to seek between tracks and different heads being 
activated as the data spans multiple platters. The skew time, or 
the time required to seek to an adjacent track during a 
sequential operation, is typically available on a drive’s 
datasheet. The model accounts for this by adding the average 
skew time per sector 𝑡𝑠𝑘𝑒𝑤 to the calculated service time. 
 As of this writing, hard drives typically have multiple 
platters, with one head for each platter. This requires the drive 
to switch the active head between or during transfers. When 
the drive needs to seek between transfers, the time required to 
change the head is hidden by the seek time. However, when 
the active head switches during a large sequential operation, 
this introduces a delay that affects the maximum sustainable 
throughput. The model accounts for this by adding the average 
head switch time per sector 𝑡ℎ𝑠 to the total service time. 

E. Considerations for mixed workloads 
Workloads seen in practice typically contain a mixture of 

read and write operations. Furthermore, the transfers are often 
a mixture of random and sequential operations. The proposed 
model accounts for both of these factors by appropriately 
combining service times in each regime and introducing 
service delays where required. 

In a mixed workload, one must compute the service time for 
each type of operation in the workload. One can then compute 
the expected service time using a weighted average over the 𝑚 
operation types by 
  

𝑡𝑠 = ∑ 𝑤𝑖𝑡𝑠,𝑖

𝑚

𝑖=1
 

 

(3)  
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where the weight 𝑤𝑖 for 𝑖 = 1,2, … , 𝑚 is the probability of 
operation type 𝑖 and 𝑡𝑠,𝑖 is the service time for operation 𝑖. The 
weights must sum to one because they represent probabilities. 

A further consideration with mixed workloads is the time 
required for the head to switch from read to write mode and 
vice versa. Delays from such head mode switching are often 
visible in sequential workloads composed of both read and 
write operations. In a sequential workload, the time required to 
switch the read/write mode of the head results in an extra idle 
revolution. The delays due to such extra revolutions are added 
to the expected transfer time in sequential workloads 
consisting of both read and write operations. 
 

III. RESULTS 
This section contains a series of experiments that were 

conducted to show that the proposed model is accurate and to 
compare its accuracy to that of the event-based hard drive 
performance model DiskSim [2].  

The first experiment presented in this section examines the 
statistics of performance measures across eighteen drives from 
the same product line. The large number of drives tested 
allows us to determine the uncertainty in the performance 
measurements. The next section compares benchmark data 
from four different disk drive products to the performance 
predicted by the proposed model with synthetic workloads. 
The results of this experiment show that the proposed model 
can accurately predict drive performance consistently across 
different drive types. The third experiment compares the 
accuracy of the proposed model to DiskSim [2], and shows 
that the presented model can achieve better accuracy when the 
same input information is provided to both models. The final 
experiment shows that the model can accurately predict 
performance in workloads representative of real-world 
applications. 

A. Uncertainty in Benchmark Data 
When comparing a hard disk performance model to 

benchmark data, it is fair to ask how much uncertainty is 
present in the benchmark data. This uncertainty comes from 
two sources: the randomness introduced by the test itself and 
the variability in physical characteristics from one drive to 
another. To quantify the uncertainty due to the sum of these 
sources, we performed the same benchmark on eighteen drives 
from the same product line. The results show how much 
uncertainty one can expect in the benchmark data used to 
validate the model. 

 The test was performed using fio [7] on a machine 
running Linux 2.6. In Linux, the kernel’s block input/output 
(IO) scheduler can queue, merge, and reorder requests to 
increase throughput [8]. In this test, the IO scheduler was set 
to “noop” which configures the scheduler to operate as a first-
in-first-out (FIFO) queue that merges requests for adjacent 
logical block addresses (LBA). This configuration removes 
the influence of the IO scheduler on drive performance, 
allowing for a better measure of the drive’s true capabilities. 

In this experiment, fio was used to generate random read 
workloads, where the beginning address of each transfer was 
chosen at random and the length of each transfer is a 

parameter that was varied from 1kB to 1MB. Each workload 
was tested for 20 seconds with queue depths of 1, 4, and 32. 
For each queue depth and transfer size, we computed the half-
width of a 99.7%, or 3 sigma confidence interval determined 
by the mean and standard deviation of the measured 
performance in input/outputs per second (IOPS) across all 
eighteen drives. This measure indicates the percentage 
deviation in the performance metric that is intrinsic to 
benchmark data of this type. 

Figure 2 shows the width of the three-sigma confidence 
interval as a percentage of the mean, where the error 
distribution is assumed to be normal with mean and variance 
computed from measurements of the eighteen drives. The 
results show that the variability in measured throughputs is 
between 1% and 3% for most of the random read workloads 
tested. However, the errors for 1MB transfers are much larger. 
In modern hard disks, transfers of 1MB typically span 
multiple tracks, and the service time for an individual transfer 
depends on the media transfer time, which depends on the 
radial position of the data being requested. The media transfer 
time and track skew time cause the service times for different 
requests to vary significantly, which leads to uncertainties in 
the measured throughput.  

 
Figure 2 - Half-width of three sigma confidence interval as a 
percentage of the average throughput measured across eighteen 
drives for random read workloads. 

 
We also examined the variability in the measured maximum 

sequential throughput. The sequential throughput can vary 
slightly between drives due to variability in drive configuring 
in manufacturing, and this experiment quantifies the 
uncertainty in measured throughput for a particular product 
line. The tests were performed with sequential reads and 
writes with 64kB transfer sizes and a queue depth of 32. This 
configuration was chosen to achieve the drive’s maximum 
sequential throughput. 

Figure 3 shows the width of the 99.7% confidence interval 
as a percentage of the mean for the maximum sequential 
throughput. The uncertainty is larger than most random 
workload uncertainties in Figure 2 because although 
manufacturers typically exceed specifications, the maximum 
sequential throughput varies more between drives than the 
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seek characteristics that dominate performance in random 
workloads. 

 
Figure 3 - Half-width of three sigma confidence interval as a 
percentage of the average throughput measured across eighteen 
drives for sequential workloads. 

The results of this experiment show that the uncertainty in 
random throughput measurements is 2.1% on average, 
excluding outliers, and the uncertainty in sequential 
throughput is approximately 3.77%. These figures give lower 
bounds for the accuracy that one can expect to achieve when 
comparing models to benchmark data. 

 

B. Model Accuracy for Pure Workloads 
The experiments in this section compare the accuracy of the 

proposed model for workloads that are either purely random or 
sequential and purely read or write. Such workloads rarely 
occur in practice, but are often used to compare the 
performance of different hard drive models.  

The benchmark data used in this section was obtained from 
four different SATA hard drive models. The measured 
performance for each product is the average of measurements 
from four drives. The measurements were recorded using 
IOMeter 2006.07.27 [9] on a machine running Microsoft 
Windows. The measurements were recorded for queue depths 
from 1 to 32 and transfer sizes from 1kB to 1MB. 

Table 1 shows the drive products used to validate the 
model. These drives represent different platter rotation speeds 
and total capacities.  

 
Drive RPM Capacity 
Drive A 7200 4TB 
Drive B 5900 4TB 
Drive C 7200 3TB 
Drive D 7200 3TB 
Table 1 - Drive products used for model validation. 

Before reporting the accuracy across all products we first 
analyze the accuracy of the model for Drive A in detail.  We 
evaluate the accuracy of the predicted maximum sequential 
throughput by comparing the modeled throughput to a 
benchmark workload with 64kB sequential transfers and a 
queue depth of 32. This workload will saturate most drives, 
providing a good measure of maximum sequential throughput.  

Figure 4 shows the modeled and measured maximum 
sequential throughputs for Drive A with read and write 

workloads. The model is within three standard deviations of 
the measurement mean for each workload and drive 
configuration. The measured and modeled sequential write 
performance is slightly lower than the sequential read 
performance because write operations are more likely to fail 
than read operations. The difference between measured read 
and write performance depends on environmental performance 
characteristics, such as external vibrations. The model 
accounts for this difference through a parameter that allows 
the user to specify the write fault rate. In Figure 4, the write 
fault rate is assumed to be 10−5 per sector written. 

 
a) Sequential Read 

 
b) Sequential Write – Write Cache Disabled 

 
c) Sequential Write – Write Cache Enabled 

 
Figure 4 - Modeled and measured sequential throughputs for Drive 
A. The error bars denote a 99.7% confidence interval computed from 
a Gaussian fit to the measured data. 

 Characterizing the performance of a drive under random 
workloads is also an important capability of the model. A 
random workload consists of transfers of a specified length, 
where the starting address of any transfer is chosen uniformly 
at random. We compare the model to measured throughputs 
for random workloads with transfer sizes equal to powers of 2 
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from 1kB to 1MB with drive queue depths equal to powers of 
2 from 1 to 32.  

Figure 5 shows the percent error for each random workload, 
transfer size, queue depth, and write cache configuration. The 
average error for random workloads is defined by the average 
error across all transfer sizes and queue depths, or all points in 
an image in Figure 5.  

 
a) Random Read – Average error: 3.28% 

 

 
b) Random Write – Write Cache Disabled – Average Error: 2.02% 

 

 
c) Random Write – Write Cache Enabled – Average Error: 2.16% 

 
Figure 5 - Percent error between model and measurement for random 
workloads with Drive A. 

 
To illustrate the method of generating the percent error 

images in Figure 5, Figure 6 shows the measured and modeled 
throughputs used to compute the percent errors for random 
reads with a queue depth of 16. The measurements and model 
outputs shown in Figure 6 are used to compute the fifth row of 
the image of percent errors for random read workloads in 
Figure 5a. The error bars in the figure denote a 99.7% 
confidence interval that was estimated by computing the 
average variance of random read measurements of Drive A 
with all transfer sizes and queue depths. 

 

 
Figure 6 - Measured and modeled throughput in input/outputs per 
second (IOPS) versus transfer size for random reads with a queue 
depth of 16. This graph corresponds to the fifth row of Figure 5a. 

The model errors in Figure 5 for random reads are greater 
on average than the errors for random writes. This is likely 
due to mismatch in the modeled seek profile and the actual 
seek profile in (2), which is different for read and write 
operations. The largest errors in the random workload plots of 
Figure 5 occur with 1MB transfer sizes. This is likely due to 
the fact that measurement uncertainty can be large for 
workloads with large random transfers, as shown in Section 
III.A. 

To compare multiple drives, the detailed analysis of model 
accuracy must be summarized with a small number of factors. 
We use average error over queue depths and transfer sizes to 
characterize the model accuracy for random workloads.  

 

 
Figure 7 - Average error for four drives with random workloads. 

 
Figure 7 shows the average model errors for random 

workloads and four drive products. The average errors are less 
than 3.5% for all workload types and the average across all 
drives and workloads is 2.4%.  
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Figure 8 - Error in maximum sequential throughput for four drives. 

The detailed analysis of the sequential performance of 
Drive A focused on the maximum sequential performance, 
which we will use to quantify the accuracy of the model for 
sequential workloads. Figure 8 shows the percent error 
between the model and measurement data for sequential 
workloads. The errors are no more than 8% and the average of 
all errors across the four drive products is 3.5%. The errors for 
sequential workloads are larger than the errors for random 
workloads because sequential throughput varies between 
drives and depends on the environment. The analysis in 
Section A showed that, even in a controlled environment, the 
uncertainty in measured sequential throughput is 
approximately 3.75%, which is close to the average model 
error of 3.5%.  

C. Comparison to DiskSim 
DiskSim [2] is a publically available hard disk performance 

model. Unlike the proposed model, DiskSim is an event-based 
simulator for an entire input/output subsystem that requires 
over one hundred parameters characterizing the host, buses, 
drive, and environment. The intended uses of the proposed 
model and Disksim are different. The proposed model is 
intended to be used by someone who has access to a small 
number of drive parameters that are publically available and 
DiskSim is intended to be a high-fidelity model that is 
extremely accurate if the user knows a large amount of 
information about a drive. 
 We compared DiskSim to the proposed model under the 
assumption that only high-level drive parameters are available. 
This required several assumptions about the parameters used 
in the drive model for DiskSim. We made these assumptions 
in an effort to make a fair comparison between the two models 
for the intended application. 
 As of this writing, the platter of a disk drive is typically 
divided into a number of radial zones, where each zone has a 
constant angular bit density. DiskSim requires the user to 
specify a number of parameters about each zone on the disk. 
As this information is not typically publically available, we 
configured the disk model in DiskSim with one zone and set 

the number of sectors per track in that zone to the average 
value reported in the drive’s product manual. 
 DiskSim has several options for generating the seek profile. 
We chose the “curve” method from [10] and used the 
instructions in the DiskSim manual [2] for setting the 
parameters based on the maximum, minimum, and average 
seek times used in the proposed model for the same drive. 
 DiskSim also contains a large number of parameters for 
various overheads in the input/output subsystem. We assumed 
that these overheads were all zero, except for the bus 
transaction overhead, which is assumed to be 10−6 seconds in 
DiskSim and the proposed model. 

 
Figure 9 - Percent error between measured throughput and DiskSim 
predictions for Drive A with random read workloads. 

 
Figure 9 shows the percent error between measured random 

read throughputs and the throughput predicted by DiskSim for 
Drive A. The measurement data is the same used in Figure 5a 
to validate the proposed model. The average model error for 
random read workloads is 8.18% for DiskSim and 3.28% for 
the proposed model. 

Comparing the error of the proposed model in Figure 5a 
with the error of DiskSim in Figure 9 shows that the proposed 
model agrees with the measured throughput significantly 
better than DiskSim for a queue depth of 2 and for workloads 
with large transfer sizes. When the drive starts servicing a 
command in the queue, the place in the queue that the request 
previously occupied will remain empty until the host sends 
another command. When the queue depth is 2, modeling of 
this time between the start of a command service and the next 
request receipt is critical because the drive may, in some 
cases, only have one command in the queue to choose from. It 
is likely that DiskSim, with our configuration, was not 
accurately capturing the dynamics of the host-drive interaction 
in the benchmarking system. Perhaps more detailed drive 
knowledge could lead to parameter tuning that would improve 
the accuracy, but we assumed that such information is 
unavailable in the intended use case. 

Figure 10 shows the predicted and measured throughputs 
for a 128kB random read workload with Drive A. The graph 
shows that DiskSim underestimates the throughput at queue 
depth 2. 
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Figure 10 - Measured throughput and throughput predicted with the 
proposed model and DiskSim versus queue depth for Drive A with a 
128kB random read workload. 

 The disagreement between DiskSim and the 
measurements for large transfer sizes is likely due to the 
manner in which DiskSim, as configured for this experiment, 
models track skews. Large transfers often span multiple 
tracks, and sometimes multiple platter surfaces. Drives are 
often tuned so that the head movements and switching that 
happen during a sequential transfer happen as quickly as 
possible. DiskSim, as configured, does not distinguish 
between head movements during a transfer and head 
movements between transfers. DiskSim accepts a full seek 
profile as an optional input, which one could use to 
differentiate single track seeks from multi-track seeks. 
However, our assumption that detailed drive information is 
unavailable precludes the use of a full measured seek profile 
as an input to DiskSim. The proposed model accounts for 
track skews and head switching when calculating the media 
transfer time.  

Figure 11 shows the measured throughput and throughput 
predicted with DiskSim for random read workloads with a 
queue depth of 16. The amount by which DiskSim 
underestimates the throughput increases as transfer size 
increases. 
 

 
Figure 11 - Measured throughput and throughput predicted with the 
proposed model and DiskSim versus transfer size for random read 
workloads with a queue depth of 16. 

The experiment in this section showed that DiskSim is a 
viable option for drive throughput prediction, but it may be 
suboptimal in the case where a user only has access to publicly 
available information and does not have the capability to 

extract detailed information from a drive, which is a typical 
case. 

D. Model Validation with Realistic Workloads 
Purely sequential or random workloads consisting of either 

all read operations or all write operations are useful for 
comparing drives, but these types of workloads are rarely 
encountered in practice. The purpose of this study is to show 
that the proposed model is capable of predicting drive 
performance for workloads representative of practical 
applications with reasonable accuracy. 

Specifications for workloads representative of realistic 
applications are given in [11]. The specifications detail the 
transfer size distribution, percentage of reads versus writes, 
and the percentage of operations that are sequential for ten 
different applications. In this experiment, fio was used to 
simulate the ten workloads and record the throughput for four 
drives of each Drive A and Drive C. The measured 
throughputs were compared to the throughputs predicted by 
the proposed model. This experiment demonstrates that the 
model can predict drive throughput even when the workload 
consists of mixtures of sequential and random reads and 
writes.  

Figure 12 shows the percent model error Drive A and each 
workload defined in [11]. In the figure, OLTP denotes online 
transaction processing and DSS denotes decision support 
systems. The error is less than 10% for most workloads and 
queue depths. The average error across all workloads and 
queue depths of 1, 2, 4, 8, 16, and 32 is 8.43% with write 
cache disabled and 7.57% with write cache enabled. The 
largest errors occur with the OS Paging workload, which is 
100% sequential and 90% write, and Media streaming, which 
is 100% sequential and 98% write. These workloads are 
difficult to model because the performance is highly 
dependent on the algorithm used to cache and schedule 
commands in the drive. Significant overheads are involved 
each time the drive toggles between read and write states. The 
frequency of the state changes and the overheads involved in 
each change are difficult to predict without detailed 
knowledge of the drive’s firmware design. 
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b) Write Cache Enabled 

 
Figure 12 - Percent model error by workload for the workloads 
defined in [11] with Drive A.  

Figure 13 shows the percent model error for the realistic 
workloads in [11] and Drive C. The average error across all 
workloads and queue depths of 1, 2, 4, 8, 16, and 32 is 8.27% 
with write cache disabled and 7.60% with write cache enabled. 
The errors for workloads dominated by random operations, 
web file server, OLTP, Exchange email, DSS, file server, and 
video on demand, have errors below 10% except in one case. 
As with Drive A, the errors for the logging, paging, and 
streaming workloads are higher than the other workloads, 
which are dominated by random operations. 
 

 
a) Write Cache Disabled 

 

 
b) Write Cache Enabled 

 
Figure 13 - Percent Model error by workload for the workloads 
defined in [11] with Drive C. 

 The analysis of Drives A and C with the realistic mixed 
workloads showed that the model can predict throughput to 
within 10% in most cases for web file server, OLTP, 
Exchange email, DSS, file server, and video on demand, 
which are workloads dominated by random transfers. The 
model also predicts the throughput with reasonable accuracy 
for the web server logging and SQL server logging workloads, 
which consist of pure sequential writes. The results for OS 
paging and media streaming show that the model should be 
used carefully when predicting performance under purely 
sequential workloads that are a mixture of reads and writes. 
Perhaps, further improvements in the model algorithm are 
needed in the future. 

IV. CONCLUSION 
This work presented a hard disk performance model that is 

capable of making accurate performance predictions with 
limited information, which is often the only information 
available to a user of the model. The model is not a simulator, 
which allows it to produce performance predictions quickly, 
enabling its use as a component in larger system-level models.  

 Our results showed that the model can compute 
performance with reasonable accuracy, often to within the 
uncertainty of benchmark data. The average inaccuracy of the 
model was less than 3.5% across four drives for random 
workloads and less than 9% across four drives for sequential 
workloads. The error in random workloads was also shown to 
be lower than that of DiskSim [2] when the same information 
was used to configure both models. 

Since purely random or sequential workloads consisting 
solely of read or write operations are rare in practice, we 
evaluated the model accuracy with realistic workloads. The 
average error was less than 9% across two drives for ten 
workloads and the majority of the individual errors were less 
than 10%, especially for workloads dominated by random 
operations. 

These results show that the proposed model allows 
reasonably accurate prediction of drive performance when 
limited information about the drive is available. Such a model 
is useful in several scenarios, such as the case of an 
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information technology professional needing to select a drive 
for a server where it is infeasible to benchmark drives in the 
target environment or even before these drives are available 
for testing.  

 The proposed model accurately predicts performance for 
eight of the ten realistic workloads that were tested. Future 
work will include improving the accuracy of the model for the 
two workloads where large errors were observed, which are 
sequential workloads consisting of a mixture of read and write 
operations. 
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